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Abstract  
 

Data fusion is the process of fusing multiple records representing the same real world 

object into a single, consistent and clean representation. The main goal of the thesis is data fusion 

and its implementation for the recommender systems of Workable. Workable has created a 

software which aid recruiters to find the most suitable candidates for each position. So, it collects 

different types of data from each person, such as experience, education, locations and skills. 

Workable collects these information from a variety of paid and free data sources.  

First of all, the thesis will explore traditional techniques for performing fusion of data 

coming from these sources (data fusion techniques). In addition, the thesis will explore new 

techniques based on machine learning (truth discovery). The goal is to create a single record of 

information from multiple records all known to describe the same entity (with the same or 

different key-value pairs). Different sources may contribute conflicting information about certain 

attributes of the record, so fusion needs to decide which values are true.  
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1. Data Fusion 

1.1 Introduction 
 

In the era of the Internet and information explosion, with more and more available 

sources data can be collected easily. The need to obtain the more and the most accurate available 

information has defined the data fusion process. Data fusion is the process of fusing multiple 

records representing the same real world object into a single, consistent and clean representation. 

This process places into the wider context of the data integration. 

 The data integration process is divided into 3 phases. First, we have the step of schema 

mapping phase. It is used to transform the data that are appeared in sources into a common 

representation in a system. The information that comes from different sources is presented into 

heterogeneous schemata. In order to present the data into a single schema, we have to cope with 

these heterogeneities and solve this problem. In order to solve it, there are two approaches 

available. These are: (i) schema integration and (ii) schema mapping. Both are the same, as their 

goal is to transform data to a common schema. The first one, aims to generate a new schema 

which will be complete and correct. However, the second one assumes a given schema which 

will include a set of sources. This data transformation can be performed either offline (as an ETL 

process for data warehouses) or online. After this step is completed, the data will be represented 

homogeneously in a same global schema. 

 At next step, we have to perform duplicate detection techniques. The goal of this step is 

to identify multiple representations of the same real world identity. That process is simple to be 

applied; we have to compare a pair of objects using a similarity measurement. If this pair 

achieves a measurement degree greater than a pre-defined threshold, it is considered as a 

duplicate. The problems that arise and have to be solved are the effectiveness and efficiency. 

Effectiveness is affected by the choice of similarity threshold. Similarity measures decides when 

two are duplicates, based on string-distance measures such as, the Levenshtein-distance (edit 

distance) [Levenshtein 1965]. A too-low threshold, gives us a low precision, while a too-high 

threshold give us a low recall. So, there is a trade-off between them, and we have to be careful if 

we are going to tune it. From the other hand, the efficiency of the duplicate detection method is a 

problem which arises in large datasets, and because of its time consuming, it is not recommended 

to implement this method.  However, a technique suitable for this method is the sorted 



~ 5 ~ 
 

Figure 1. Data Integration Process 

neighborhood method [Hernandez and Stolfo 1998]. Below we present a data integration 

process, to make it clearer. 

 

 
 

1.2 Completeness and Conciseness in Data Integration Systems 
 

The main goals of data integration is the increasing of completeness and the increasing of 

conciseness. Increasing of conciseness can be achieved by merging all the common entities that 

describe a real world object into one. From the other hand, increasing of completeness can be 

achieved by adding more objects/attributes. These two measurements are analogous to the 

precision (conciseness) /recall (completeness) measurements, and we will use them at next 

section to evaluate our model. Completeness is divided into two metrics. Extensional 

completeness measures the percentage of real-world objects covered by that dataset. 

 

 

 

However, intensional completeness can be increased if we add more attributes to the relation. So, 

the formula that regulates this relationship is the same as above, but instead of matching the 

objects, we will use attributes. Generally and very simply, we could say that adding columns in 

the result table, we can achieve increasing of intensional completeness while adding rows in the 

result table, can lead us to increase the extensional completeness. 
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Figure 2. Four degrees of integration, gives us the result table after the combining of 

two sources and inform us about schema mapping and duplicate detection. 

              Similarly, conciseness divided into extensional and intensional. Extensional conciseness 

measures the unique objects in a dataset with respect to all objects in dataset, while intensional 

conciseness measures number of unique attributes in relation to the overall number of attributes 

in the dataset.  

 

              

  In terms of evaluation, the last step is to acknowledge that depending on the outcome that we 

get in the result table, we can understand which from the phases of data integration we can 

improve more.   

 

 

 

 

 

 

 

 

 

 

 

 

 
   

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

a) Without schema mapping and duplicate detection → high completeness, low conciseness 

b) With schema mapping, without duplicate detection → intensional conciseness 

Each property is represented by only one attribute (outer union operator). 

c) Partial schema mapping with duplicate detection → extensional conciseness 

Each real-world object is represented by only one tuple (full outer join operator). 

d) Full schema mapping with duplicate detection → high completeness, high conciseness 

One tuple per real-world object and one value per represented attribute.  
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Figure 3. A classification of strategies to handle data conflicts 

             The last one, Figure 2d, is the ultimate goal of data fusion. As we can observe in the 

above figure, we can see that ID=3, contains only the value x, although k is also a valid value. 

Dealing with these data conflicts is a key part of data fusion. 

 

1.3 Conflict Classification 
 
 

In this section, we are going to categorize the different types of conflict. First, there is 

schematic conflict, which are the different attribute names. Second, there are the identity conflicts 

which reflect different representations of the same real-world object. These are, the first two 

phases of the data integration. The third type of conflicts, are the data conflicts. Data fusion has 

the ”mission” to resolve data conflicts. An example of a data conflict is: source A says that the 

age of a person is 23 years old, while source B says that the age of the same person is 25 years 

old. Below we can see a graph for different types of conflict. 

 

 

 

 

 

 

 

 

 

           

    

               In addition, data conflicts are separated into two different types of conflicts. 

Uncertainties and contradictions. Uncertainty is a conflict between a non-null value and one or 

more null values. Usually, it is caused by missing information. From the other hand, 

contradiction is a conflict between two or more different non-null values which are used to 

describe the same entity. 
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Figure 4. Conflict Handling Strategies 

1.4 Data Fusion Strategies 
 
 

              In data fusion from many sources, there are different strategies which are distinguished 

considering the approach of a data conflict (Figure 3). In Figure 3, we can see a mini 

representation of the approaches to a data conflict. These approaches, lead us to follow different 

strategies. First, we have the conflict ignorance approach. These strategies do not take decision 

on how to handle conflicts and sometimes they do not even aware of those conflicts. By using 

this approach, we can find out the Pass It On strategy and the Consider All Possibilities strategy. 

These strategies could give us a result table as Figure 2(a). Second, there is the conflict 

avoidance approaches. These strategies are aware of conflicts but do not perform individual 

resolution for each conflict. Rather, a single decision is made, for example preference of a 

source, and applied to all possible data conflicts. These strategies are: Take The Information, No 

Gossiping, and Trust Your Friends. Furthermore, that type of handling data conflicts has some 

categories in which are sub-divided the above strategies. They are going to decide how to resolve 

all the possible conflicts. The decision based either on instance either on metadata. Lastly, there 

are conflict resolutions approaches. These strategies are divided, also, into instance or metadata, 

but they are subdivided into deciding and mediating. They choose a value that presents in the 

conflict (deciding) or the value -which was chosen- does not exist in the conflict. The available 

strategies that hold the above criteria, are: Cry With the Wolves, Roll the Dice, Meet in the 

Middle and Keep Up To Date.  
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2. Relational Operators and Techniques for Data Fusion 

 

                  The main goal of this section is to present the standard operators for fusing data from 

different data sources, and more advanced among them. Note that standard operators, we mean 

operators such as JOIN and UNION. The initial difference between these operators, are that 

union-based techniques first create a common schema and then append the different tuples in the 

result table, while join-based techniques first combine the different tuples. This is the first step 

and then continuing our process we will use more advanced operators which are a result either 

from a combination of the standard operators or we are going to invent new one. 

                  Continuing our presentation of the standard operators, we are going to discuss about 

some crucial properties and characteristics. Value Preservation: Trying to increase the 

extensional completeness of our result table, in some cases may include values only from one 

source or may ignore some values. However, for an operator to be fully value preserving, exactly 

all values for all attributes of all described objects need to remain in the result. Object 

Preservation: This is the simpler case of value preservation. Values that correspond to specific 

attributes may get lost, but at least all the objects that are appeared in all data sources will be 

included in the result table. Uniqueness: An operator has uniqueness preservation if there is 

unique values in the sources and unique values in the result. Uniqueness-preserving operations 

are useful when we have multiple representations for a real world object in different sources (no 

intrasource duplicates). “The ideal data fusion operator, creating complete and consistent 

answers, should preserve as many values and objects as possible while at the same time 

enforcing or preserving uniqueness and resolving conflicts.”  
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2.1 Join Approaches 

 

             The join-based techniques, mainly, increase the intensional conciseness as many 

attributes from different sources are included in result. However, this operator does not “claim” 

that can achieve extensional conciseness, except for the case of Full Outer Join. This operator 

could perform well, but not in the case of intrasource duplicates. Key-join is uniqueness 

preserving but not value/object preserving, as it presents in result only the objects that appear in 

both sources. Natural Joins are also uniqueness preserving but not necessarily object/value 

preserving. In general, data conflicts are ignored. The Full Outer Join approach extends the 

capabilities of the standard join by adding tuples that do not appear in all available sources. The 

operator is value/object preserving only in its full variant based on key-join. Moreover, it is 

uniqueness preserving as the natural and key join. 
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              Full Disjunction: Combining more than one table that are provided by different sources 

may return different result tables depending on the order in which the tables are joined. Full 

disjunctions are uniqueness preserving and value/object preserving, like full outer joins. 

Generally, full disjunctions are beneficial in situations with more than two tables where an outer 

join would have be used with only two tables. 

             Match Join: In a first step, all attributes values are combined by union. Then, the real 

world identifiers are used to rejoin, resulting one large table. This operation called match join. In 

a second step, trying to increase the conciseness, tuples are selected from the result table 

according to a parameter, which can be tuned in 3 options. The options are: high confidence, 

random evidence, possible at all.By following this operation,we will reach in a result table where 

each object will be represented only once. The operator is uniqueness preserving and depending 

on the parameterization, value/object preserving. Uncertainties could be removed, while 

contradictions could be resolved by applying resolution functions, such as sum, min, max, avg, 

etc. Please note that in contrast to other techniques, the complexity execution, becomes 

important. 

 

 

 

 

 

 

 
 

              Coalesce: The regular join operators satisfy the condition of completeness, however do 

not meet the requirements of conciseness. One way of resolving these conflicts, is to use an 

additional function that will aggregate all the attributes into one. The SQL function coalesce 

returns the first non-null value in a list of values from u1 to un. The inputs in the function are 

attributes from different sources and prioritize the non-null values by choosing the first one. 

Therefore, we use it in strategies such as Take The Information or Trust Your Friends. Based on 

the fact that there are not intrasource duplicates, we can define a variant of the full disjunction 

operator, by merging key-columns using coalesce. Then, we additionally define the GAD 

operator (Generalized Attribute Derivation). By using this operator, we can combine same 

attributes into a single attribute and resolve conflicts, by taking max, avg, min, etc. 



~ 12 ~ 
 

2.2 Union Approaches 

 

            Union approaches are the standard operators to achieve extensional completeness but 

they cannot perform well, in what it concerns the conciseness, as the join approaches. Two or 

more relations are union compatible, if all of them have the same number of attributes and the 

same data type in each attribute. Otherwise, they are nonunion-compatible. Union is not 

uniqueness preserving, as only exact duplicates are removed, while it is object preserving but not 

value preserving. Uncertainties and contradictions are ignored.  

            Outer Union: Overcomes the restriction of combining two nonunion-compatible sources, 

by first padding columns (attributes) filled in with null values and then performing regular union. 

It is object preserving but not value preserving. In addition, it is not uniqueness preserving and 

conflicts are ignored. 

 

 

 

 

 

 

 

 

 

 

 

             

 

              Minimum Union Operator:  The result of an outer union which subsumed tuples have 

been removed. A tuple t1 subsumes another tuple t2 : (1) if they comply with the same schema; 

(2) if t2 contains more null values than t1; and (3) if t2 has all the other values same with tuple t1 

(except from the null values). Minimum operators have the same properties as outer union. 

Contradictions are not resolved, while the operator is uniqueness enforcing only if all data 

conflicts are uncertainties, but not in general case.  
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2.3 Merge Operators 

 

              Merge Operator: This operator can be described as the union of two outer joins. It is 

based on the match-join operator. Contradictions are not resolved. Applying the merge operator 

could give us a result table, in our initial example, as the table below: 

 

             Prioritized merge: There exists a variant, namely prioritized merge, which is used to 

prioritize among the sources and give preference values from a special source. By using this 

operator, conflicts can be resolved. 

             Trying to improve the conciseness of the result table, it is necessary to use grouping and 

then aggregating functions. As the attributes have been matched, we have to remove rows to end 

up with unique representation for each object. The grouping part of the process, is uniqueness 

enforcing as it maintains the extensional completeness at all. Then, the aggregation functions 

(max, min, avg, sum, count, etc.) resolve the remaining conflicts. 

 

 

2.4 Other Techniques  

 

The following techniques are neither join, nor union operators. 

                Considering all Possibilities: The approach described in Lim et al. [1994] and 

DeMichiel [1989] add an additional column to each table, its value helping to decide whether a 

tuple should be included in the query answer. Whereas DeMichiel [1989] marks a tuple with a 
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discrete value (the value is one of yes, no, or maybe), the approach in Lim et al. [1994] uses 

probabilities (the value belongs to [0,1]). Next, Lim et al. [‘97] decided to extend this operation 

by adding another attribute, holding the information of the incoming tuple. 

               A way of represent multiple values was suggested by Tsai and Chen [2000]. Authors 

present the partial natural outer join, which extends the full disjunction operation by allowing 

multiple values in an attribute together with their probability of being the correct value. Such a 

result is as complete as a regular full disjunction, but more concise. However, it is not as concise 

the result which is provided a GAD operation. Instead, all values are preserved, with an attached 

probability of being the correct value. 

               Considering Only Consistent Possibilities: This operator returns only the consistent 

information (not containing conflicts). It is based on the idea that is acceptable only inserting or 

deleting tuples. The overall goal of the operator is to answer a query by giving a consistent 

answer. This generally requires the computation of all possible repairs and therefore has high 

computational costs.  

 The last notation regards to evaluation and as said: “Where completeness and conciseness 

are measured, we only give numbers for extensional completeness and extensional conciseness” 
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3. Implementation of Data Fusion Strategies 

 

               In this section, we are going to implement two of the strategies that were 

aforementioned based on the theoretical knowledge that we have gained. These strategies are 

going to implement in Python 3.0 at Jupyter Notebook, by using mainly pandas library for many 

transformations to our dataset. 

 

3.1 The Dataset  

 

            The dataset was extracting from a database of Workable so the result was a JSON file. 

This file contains information about 1689 different people. There are data from 16 sources, 

which are:  

 

pipl talentiq panama connect6 

google fullcontact merged clearbit 

search facebook_clipped github stackoverflow 

behance_clipped behance github_clipped dribbble 

 

Excluding the exact duplicates for each person, the above sources, provide information in our 

dataset with the following proportion: 

Sources Provided_Information 

1. pipl 29.419 % 

2. talentiq 22.695 % 

3. panama 20.421 % 

4. connect6 15.483 % 

5. merged 2.950 % 

6. google 2.763 % 

7. fullcontact 2.336 % 

8. clearbit 2.183 % 
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9. search 0.844 % 

10. github 0.424 % 

11. facebook_clipped 0.247 % 

12. stackoverflow 0.112 % 

13. behance 0.066 % 

14. behance_clipped 0.051 % 

15. dribbble 0.004 % 

16. github_clipped 0.002 % 

 

Since, we have presented the contribution of each source in our dataset we could claim that 4 

sources (25% of data sources) provide more than 88% of information. Below, is shown a bar plot 

for the contribution of data sources. 

 

  

Each person has a variety of the aforementioned data sources provided information about him in 

5 different fields. These are: experience, education, locations, skills, and phone numbers. Each of 

them, is divided in many different sub-categories, which are (in parentheses is appeared the data 

type of each one): 
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 Experience: company (string) , current (boolean), title (string), summary (string), start date 

(datetime), end date (datetime), domain (string), industry (string) 

 Education: degree (string), school name (string), school names original (string) , start date 

(datetime), end date (datetime), field of study (string), degree classification (string) 

 Locations: administrativeLevel (string), fullFormattedAddress (string), fullOriginal (string), 

locality (string), full (string), country (string), county (string), state (string), city (string),    

zip (numeric), street (string), number (numeric), center (numeric), northeast (numeric), 

southwest (numeric) 

 Skills: skills name (string) 

 Phone: phone numbers number (string), chats handle (string), chats type (string) 

 

The data that have collected for each one are shown in the below table (relative number): 

 

ATTRIBUTES PERCENTAGE 

EXPERIENCE 35.651 % 

SKILLS 33.016 % 

LOCATIONS 22.402 % 

EDUCATION 8.708 % 

PHONE 0.223 % 

 

Since, we presented some basic qualitative characteristics, we imported our JSON file to 

a pandas data frame by a function, which is written at the end of the project (Function 1). The 

result of the data frame is presented below: 
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Then, after many transformations to our data, we end up to a data frame like the one, below: 
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Figure 4. Conflict Handling Strategies 

3.2 The two Strategies  

  

 Since, we loaded our dataset into our system, we have to decide which of the strategies 

that are aforementioned are best suited to our dataset and why. First of all, what we want is to 

find a way to resolve data conflicts.  

 

 
                 

 

Ignoring data conflicts, do not return a result table as we wanted to be. In addition, there 

is no timestamp to use Keep Up To Date technique. Furthermore, the most of the column values 

are not numeric, so we could not apply a technique such as Roll The Dice or Meet In The 

Middle. Moreover, preferring values over null values could be a useful strategy, but in our case 

we have many contradictions in our dataset and not uncertainties.  

According to the reasons that mentioned above, we decided to implement the “Trust Your 

Friends” and “Cry with the Wolves” techniques. The first one belongs to “avoiding conflicts” 

family and takes the value of a preferred source in each conflict. From the other hand, “Cry with 

the Wolves” technique belongs to “resolution conflicts” family and takes the most occurring 

value in each data conflict. 
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3.3 “Trust Your Friends” technique 

     

 By implementing the “Trust Your Friends” technique, we have to use metadata in order 

to take a decision. This technique is based on a reliability criterion of each source. Therefore, the 

user assigns a confidence rate for each source and a value conflict, is solved by choosing the one 

provided by the source with the highest confidence rate. The goal is to create a ranking in the 

confidence rate of data sources. Due to the fact that most of the sources behave differently in the 

5 basic attributes (locations, experience, education, skills, phone), we are going to create 5 

different ranking of the confidence rate of the sources. Because of that, we have to create a 

ground truth to be able to check if our decision was right or wrong. So, for evaluation reasons, 

the ground truth is consisted of 100 people (100 different IDs) from a sample all over the dataset. 

    Using this ground truth, we chose a sample from 80 people to find out the reliability of 

each source. At the following table, is shown from which source provided the data that we chose 

as the truth. For example, we trusted the information from pipl for 48 people (48/80). Or we 

assumed that the most accurate information about skills were provided from talentiq source in a 

rate of 0.53 (42/80). Furthermore, sometimes, we did not use information only from one source 

for each candidate. Most of the times, we used one, two or three data sources for each attribute of 

the candidate. Thus, these are not probabilities, since they do not sum to 1. The result is 

analytically presented in the table, below:  

 

 SKILLS LOCATIONS EXPERIENCE EDUCATION PHONE 

pipl 0.30 0.59 0.60 0.45 0.10 

talentiq 0.53 0.29 0.50 0.35 - 

panama 0.39 0.19 0.19 0.23 0.05 

connect6 0.26 0.10 0.25 0.09 - 

google - 0.21 - - - 

fullcontact 0.01 0.04 0.03 0.01 - 

merged 0.03 0.03 0.03 0.01 - 

clearbit - 0.04 0.01 - - 
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In order to make it clearer, in case there is a contradiction, for example for the company which 

the candidate worked, we will follow the decision that: First, if there is available “fact” (we use 

the word fact, to represent something that is claimed as a fact by a data source) from pipl source, 

we are going to trust this data source. If there is not fact from this source, we are going to trust 

the information that is provided by talentiq source, and so on. 

 Since, we assigned the confidence rate for each data source, we did some more 

transformation in our dataset to get as much information as possible and more consistent. 

At next, we implemented grouping and aggregation functions as we have been taught in theory 

of the 1st and 2nd section. Continuing our analysis, in order to resolve contradictions, we trusted 

in each case, the fact which is provided by the source with the highest confidence rate. Last, we 

end up to a data frame, such as the table below: 

 

 

 

   With regard to evaluation, we decided to implement the simpler but also the strictest 

technique of evaluation, named exact match string. In terms of exact match string, if a letter or a 

punctuation or even more a white space differs from the ground truth, then they do not match 

each other. More specifically, at each iteration we compare the checklist (the resulting list from 

ground truth) with the result1 (resulting list from Trust Your Friends technique). If all the facts 

that appeared in each option of an attribute of checklist, are appeared, also, in an option of the 

attribute of the result list then they are matched. Otherwise, not. 
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 The results obtained by the particular technique, are the metrics precision, recall and F1-

score and are presented below: 

 

Trust 

Your 

Friends 

Precision Recall F1-score 

70.861 % 62.209 % 66.254 % 

 

 

 

3.4 “Cry with the Wolves” technique 

 
 

 The “Cry with the Wolves” technique rely on the principle of choosing the most common 

value among the conflicting values. This strategy is defined for choosing the value reported by 

the majority of data sources.  

 The strategy belongs to the family of “conflict resolution” and it is rely on instance. It 

acknowledges and detects the possible data conflicts and tries to resolve them. In addition, the 

fact that it is a technique that is based on instance, it means that it individually treats each case. It 

does not take a decision as the previous strategy. Furthermore, it is a strategy that is subdivided 

into the deciding class, and not in mediating class, which means that it chooses a value from all 

the already present values in the conflict (mediating chooses a value that does not necessarily 

exist among the conflicting values). Furthermore, it decides at each case differently, so 

implementing this strategy there is no need of using the ground truth. 

 By implementing this technique, we divided our dataset into the 5 basic attributes and we 

tried to handle them separately. First of all, regarding the uncertainties, we filled in the null 

values with the values that appeared in each case (if there are available values). Next, we created 

a counter which counted if there are exactly the same records for the same person, while it 

grouped the same record into one. Next, we used an additional groupby operator at the same id 

(candidate) who has the same company and the same title in this job. So, it refers to the same 

working experience. Since, we grouped these kind of data we added more units to the counter 
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that we created before. All these transformations do not interest about the source that provided 

this information. Thus, by using this counter we kept only the fact with highest count in case of a 

contradiction. The result is shown below: 

 

 

 

 Based on the experience attribute, we implemented the same strategy to the other 

attributes. The difference was in education, in which at the second grouping of our data, we rely 

on the assumption that the same id with the same degree at the same school name and it refers at 

the same person. In addition, in locations attributes, we used the additional grouping operator 

with the assumption that the same geographical coordinates which are the values of the center 

attribute, are referred to the same location. We implemented the same strategies at skills and 

phone numbers also.  

 With regard to evaluation for the second strategy, we followed the same process as in the 

evaluation of the first strategy. The results obtained by the “Cry with the Wolves” strategy are 

presented below: 

 

Cry 

With The 

Wolves 

Precision Recall F1-score 

53.398 % 63.953 % 58.201 % 
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4. Appendix 

 
 

########## Function 1 ########### 
def flatten_json(y): 
    out = {} 
 
    def flatten(x, name=''): 
        if type(x) is dict: 
            for a in x: 
                flatten(x[a], name + a + '_') 
        elif type(x) is list: 
            i = 0 
            for a in x: 
                flatten(a, name + str(i) + '_') 
                i += 1 
        else: 
            out[name[:-1]] = x 
 
    flatten(y) 
    return out 

 

 

 

########## Function 2 ########### 
sim = [] 

for i in range(0,(len(locat1)-1)): 

    if locat1.center.iloc[i+1] == locat1.center.iloc[i]: 

        sim.append(tuple([locat1.full_original.iloc[i+1], 

locat1.full_original.iloc[i]])[0]) 

    else: 

        sim.append(locat1.full_original.iloc[i]) 

 

The above function notes that if a record has the same geographical coordinates in values of 

column center, then change the full_original value as the value of the first record. 
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